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On the teaching and learning of words 
 

Michael Luntley 
 
 
 
I 
In a number of central and well-known passages in the Philosophical Investigations 
Wittgenstein describes situations in which a pupil is instructed in the meaning of 
words.  The nature of the transaction between teacher and pupil in these cases is 
often thought to be problematic.  On a familiar way of reading these passages, the 
teacher struggles to convey to the pupil what a word means and finds that their 
expression of what they know is subject to a radical scepticism that underdetermines 
the content of what they are trying to convey.1  On this reading, there is potential for 
an unbridgeable gap between what the teacher is able to say when explaining a 
word’s meaning and what the pupil needs to learn.  The existence of this gap 
undermines our ordinary notion of word meaning.  It presents a sceptical challenge to 
our ordinary understanding of meaning.  The standard way of avoiding the sceptical 
challenge is to close the gap, to show that it can be bridged by reconstruing the 
teacher/pupil transaction.  Kripke’s reconstrual consists in deflating the account of 
knowledge that is transferred.2  A better strategy is to say that in place of a 
transaction in which the teacher transfers knowledge to the pupil, we are invited to 
construe the teacher/pupil relationship as one in which the teacher initiates the pupil 
into a practice.3  This is, perhaps, the favoured response.  If we construe the 
teacher/pupil relationship in this way, we avoid the slack that otherwise exists 
between the knowledge the teacher is able to express and the information that the 
pupil needs to acquire in learning the meaning of a word. 
    Such, in outline, is a familiar way of reading the teacher/pupil relationship as it 
figures in Wittgenstein’s discussion of the concept game from §66 onwards and in 
the discussion of teaching someone the meaning of ‘add 2’ from §185 onwards.  In 
this essay, I shall argue that this familiar interpretation of the teacher/pupil 
relationship is wrong.  The familiar interpretation assumes an empiricist model of 
learning that, although clearly suggested in many passages in Wittgenstein’s later 
writings, is incompatible with a rationalist model of learning that makes much better 
sense of the key passages.  To argue, as I shall, that Wittgenstein has a rationalist 
model of learning appears to fly in the face of the numerous places where he 
emphasises the role of training in language learning, where ‘training’ is something 
that predates ratiocination.  I need, therefore, to provide some account of how the 
frequent references to training are to work in a broadly rationalist model of learning.  I 
shall argue that, properly understood, the accounts of training are not only 
compatible with my preferred rationalist reading, but provide the starting point for a 
serious detailed account of the pupil’s mental activity implied by the rationalist model.  
In short, despite initial appearances, the reading I provide does not take issue with 
what Wittgenstein actually says in his later writings.  I take issue only with how he is 
often read.  On my reading, Wittgenstein’s writings have a substantial contribution to 
make to contemporary debates about rationalism and nativism about concepts in the 
philosophy of mind. 
    I start in the next section with an overview of the distinction between an empiricist 
and rationalist model of learning.  I offer this as an analytical tool for framing a 
reading of Wittgenstein that throws into relief a number of central passages and 
issues in his later work. 
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II 
A rationalist model of learning is one in which learning experiences work, for the main 
part, in virtue of the reasoning abilities of the learner.  In the case of learning the 
meaning of words, a rationalist account of learning experiences is one in which the 
learner ‘figures out what other people are thinking when they use words’.4  Quite 
what goes into the notion of ‘figuring out what other people are thinking’ let alone 
what other people are doing, or how the world is working, etc., is a matter for debate 
and scientific investigation.  Fodor sees this as a case of hypothesis formation and 
testing.5  Many developmental psychologists hold similar views.6  The key idea to a 
rationalist account of learning is that learning happens when the learner brings 
reasoning skills to the learning experience.  Consider Bloom again responding to 
Quine’s argument for the indeterminacy of translation: 

…the naturalness of the rabbit hypothesis and the madness of the 
alternatives is not a logical necessity; it is instead the result of how the human 
mind works.7 

The key point is that the learner’s mind has work to do to bring about learning and 
the work undertaken is reasoning.  For the rationalist, the learner is an active 
contributor to learning by virtue of the exercise of cognitive skills properly called 
reasoning. 
    A central issue for a rationalist model of learning is the specification of the 
reasoning skills the learner deploys to achieve learning.  In the case of early 
language learning, if the reasoning skills deployed are those requiring concept 
possession, then the rationalist will typically be thought to be faced with the following 
dilemma:  either the account of language learning begs the question by modelling 
first language learning on second language learning, or they have to endorse the 
innateness of primitive concepts.8  Wittgenstein is often thought to deploy such a 
challenge in his critique of Augustine. 
    An empiricist model of learning is one that prioritises training as the means by 
which the pupil acquires the basic materials for understanding.  By ‘training’ I mean 
an account of the learning experience in which, as it were, the working element 
concerns what is provided to the learner in experience, rather than what the learner 
brings to the experience.  In this respect, an empiricist model of learning has a 
passive role for the learner.  What does the work is the input provided by experience 
and the learner’s non-reasoning responses to the way experience impinges on them.  
The normal account for an empiricist model of learning is to see learning experiences 
as shaped by associationist principles and imitation.  The point about associationist 
principles is that the connection between word and object, for example, is not based 
on reasoning or reason-sensitive properties, but on reinforcement by frequency of 
pairings of word and object.  And imitiation is not a reasoned attempt to reproduce an 
action, but a simple replication.  An empiricist model requires that the learner have 
some set of receptivities, but these are receptivities that produce mimesis and 
dispositions to respond to significant frequencies of pairings of elements in 
experience.  In order to keep any element of reasoning skills by the learner out of the 
picture, an empiricist model will need to have some account of ‘significant 
frequencies of word/object pairings’.  One way of taking Quine’s argument about the 
indeterminacy of translation is as a reductio ad absurdum of the idea that there is any 
account available of what constitutes significant frequencies of word/object pairings. 
    At the heart of the empiricist model of early language learning then is the notion of 
learning via acquisition of dispositions to respond to significant pairings of word and 
object, including those responses in which the learner produces the word in the 
object’s presence.  This highlights two key problems for the empiricist.  First, there is 
the indeterminary problem – how to screen for pairings that are significant?  Second, 
even if the indeterminacy problem is solved, there is a further problem concerning the 
conceptual poverty of the model.  This is the disposition problem.  The disposition 
problem is that a disposition to utter a word in the presence of an object or feature 
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falls short of using a word to represent an object or feature.  Using a word to 
represent requires understanding and that is a normative notion that involves 
knowing the circumstances in which it is correct to the use the word.  Knowing the 
correctness conditions for word use is qualitatively different to having dispositions to 
use a word. 
    In summary, the empiricist seems to have very little to go on to get language 
learning off the ground.  Quine’s work either shows how little the empiricist can 
reconstruct, or it’s a reductio of the empiricist enterprise.   In contrast, the rationalist 
seems to have too much to make the account of language learning genuinely 
explanatory. 
    In the case of early language learning the choice between an empiricist and 
rationalist model of learning comes to the question:  Which comes first, training or 
reasoning?  It can seem obvious that one should endorse the empiricist model.  
Wittgenstein certainly seems to endorse it: 
 A child uses … primitive forms of language…when it learns to talk.  Here the 
 teaching of language is not explanation, but training.  (PI §5) 
Also, 
 the child, I should like to say, learns to react in such and such a way; and in 
 so reacting it doesn’t so far know anything.  Knowing only begins at a later 
 level. (OC §538) 
and, 

I want to regard man here as an animal; as a primitive being to which one 
grants instinct but not ratiocination….Language did not emerge from some 
kind of ratiocination. (OC §475) 

and, 
The child learns this language from the grown-ups by being trained to its use.  
I am using the word ‘trained’ in a way strictly analogous to that in which we 
talk of an animal being trained to do certain things.  It is done by means of 
example, reward, punishment and suchlike. (B&B Books, p.77)9 

One of the issues that need to be considered concerns the scope of behaviours that 
fall under the heading ‘training’.  In the passage from the Blue and Brown Books 
Wittgenstein uses ‘training’ in a very narrow sense, for it applies also to the 
habituated routines in animal training.  I shall adopt this narrow concept of training in 
which it involves habituation of responses to things in which the subject acquires a 
disposition to take, e.g., frequencies of word/object pairings as significant.  
Wittgenstein uses the word in richer ways too.  It is beyond the scope of the present 
essay to provide a detailed map of all these uses, but we will not understand the 
significance of richer notions of training unless we mark clearly how they differ from 
the narrow conception.  To do that, we need to understand the limitations of the 
narrow concept, so that is where I start. 
    Suppose these passages are endorsements of an empiricist model of learning as 
training.  There are three broad points that underpin the intuitive appeal of an 
empiricist model of language learning.  First, an empiricist model provides a simple 
developmental trajectory for the individual learner.  This trajectory has intuitive 
appeal, for it offers the prospect of learning getting off the ground with minimal 
resources.  The sophisticated resources of conceptual understanding that are 
deployed in more mature learning encounters are, on the empiricist model, the 
products of the early stages in this trajectory.10  Second, the empiricist prioritising of 
training provides an account of the passivity of cultural immersion when the learner is 
acculturated into the habits of the tribe.  It makes sense of an idea that, once again, 
appears intuitively compelling: before one can rationally examine the ways of the 
community, one needs to be initiated into them.  Third, and most important of all, a 
rationalist account of early learning is often thought to carry a commitment to 
nativism about concepts and that can only be avoided by the empiricist model. 
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    The case for avoiding nativism is the most compelling reason in support of an 
empiricist model of early learning.  Modelling early language learning as a rationalist 
working out that a word stands for a certain kind of thing presupposes that the child 
already has the capacity for distinguishing the kind of thing in question.  And that 
runs the risk of modelling early language learning on second language learning.  The 
argument for this has the following form.  Assume that working out that a word stands 
for Fs can only be undertaken if the subject already has the capacity for singling out 
Fs.  The assumption that the subject has the capacity for singling out Fs is required 
in order to solve the indeterminacy problem.  If you then assume that you cannot 
single out Fs without possessing the concept F, this requires the child have the 
capacity for conceptually singling out Fs prior to learning that the label for things of 
that kind is ‘F’.  It would then follow that a rationalist model of learning in which the 
child has to deploy mental capacities for actively working out what a word means 
presupposes that early language learning is just like second language learning.  The 
key assumption is the assumption that singling out Fs requires possession of the 
concept F.  Call this the Fregean assumption, it is the idea that concepts are the way 
things are presented to us in experience.  Given the Fregean assumption, the child 
could not work out that ‘F’ stands for F-ness if they did not already possess the 
conceptual space for F.  And if they have a conceptual repertoire with a space for the 
concept F, then all they really lack is the label for the concept.  And that is the model 
of second language learning.  Wittgenstein’s criticism of Augustine seems of a piece 
with this response to rationalism.  I shall argue, however, that the key Fregean 
assumption is false and there is no reason for thinking that Wittgenstein made it. 
    Now, having set up the distinction between empiricist and rationalist accounts of 
learning, we rapidly generate a dilemma.  If you take seriously the idea of training in 
the empiricist model, in which training is something prior to ratiocination, then training 
can amount to no more than acquiring dispositions to respond to F-ness with the 
word for F-ness.  But acquiring a capacity to respond to F-ness in this way falls short 
of representing F-ness.  You can acquire a capacity to respond to Fs, even a 
response that involves saying ‘F’, regardless of whether or not you understand 
anything about Fs.  This is because dispositions are grounded in nomologically 
salient features – stuff that is causally salient, but in theat case the significance of 
word/object pairings is nomological, not normative. 
    Training cannot prima facie be an account of language learning, however much it 
might contribute to such an account.  On the other hand, a model that accounts for 
the achievement of linguistic mastery in terms of the child’s capacities for working out 
for herself what words mean appears to beg the question.  It requires that the child 
has a rich set of cognitive capacities and it is a challenge to characterise that set 
without assuming something that too closely approximates the idea that the child had 
the appropriate concepts at the outset and needs only to learn how to label those 
concepts.  I think this simple dilemma needs to be avoided. 
    The normal strategy in readings of Wittgenstein avoids the dilemma by replacing 
the concept of training with a richer notion of immersion in a practice.  This is, in 
effect, to endorse a modified empiricism about learning.  I think that misconstrues the 
depth of the problems facing an empiricist model of learning.  In place of that 
strategy, I want to suggest that a better response is to provide a modified rationalism.  
What I want to do is show how a rationalist model makes best sense of 
Wittgenstein’s text.  Furthermore, the way it makes sense of his text means that 
Wittgenstein has a significant contribution to make to ongoing debates about 
rationalism in the philosophy of psychology.11 
     A more sophisticated model is required if we are to make sense of early word 
learning, but the key to getting a model that works (and that makes sense of 
Wittgenstein) is to find space for the central component of the rationalist model.  This 
is the conception of the learner as an agent, a subject with a capacity for mental 
activity, the activity of working out what to think and do with words.  Furthermore, the 
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account of that activity has to avoid the Fregean assumption that leads to nativism 
about concepts.  In the next section I briefly sketch what I take to be a common 
reading of Wittgenstein on the teaching and learning of words. 
 
 
III 
Consider the following two examples involving the teacher/pupil relationship in the 
Philosophical Investigations: the teaching of the word ‘game’ (§65 f.) and the 
teaching of arithmetical series, especially the rule ‘add 2’ (§185f.).  In both cases the 
teacher/pupil relationship is problematic, for it threatens to undermine our ordinary 
concept of meaning.  Our ordinary concept of meaning is undermined because of a 
concern that what the teacher is able to articulate in explaining the meaning of a 
word is insufficient to constrain the pupil in a manner thought appropriate for grasp of 
meaning.  It seems plausible to suppose that, in both cases, we start with the 
assumption that the teacher knows what the words mean.  If knowing what the word 
means is a matter of grasp of theoretical knowledge, in each case the teacher is 
unable to explicitly articulate this knowledge.  If we construe the teacher/pupil 
transactions in terms of a transfer of explicit instruction, the transaction fails, for it 
leaves the pupil unconstrained.  They would have to guess or make a leap to grasp 
the knowledge that has been given only a fragmentary articulation by the teacher.  In 
short, if we think of the teacher/pupil transaction as a transfer of explicit instruction, 
there would seem to be a gap between what the teacher says and what the pupil has 
to learn.  The notion of a gap appears to flow from what I’ll call the negative thesis: 

Negative thesis:  it is not possible to teach early language meaning by 
explicit articulation. 

    In the ‘game’ example, the gap between what the teacher says and what the pupil 
has to learn is due to the lack of explicit criteria for the application of ‘game’.  The 
teacher gives examples and then can say no more than, ‘this and similar things are 
called games.’  This marks the point where the pupil has to ‘catch on’ and appreciate 
the ‘and so on’ that seems to apply in all cases.  The point is more marked in the 
later examples with arithmetic series.  In these cases, any attempt at articulating 
theoretical knowledge of meaning will fall short of the infinitary nature of meaning’s 
rules.  The pupil can only be given a fragment of the appropriate series and the rest 
is covered by the ‘and so on’. 
    The idea of the gap between what the teacher says and what the pupil has to learn 
is central to this common reading of Wittgenstein.  The idea of a gap is a variation on 
the indeterminacy problem – How are we to tell what the significant pairing is when 
confronted with a football match and the word ‘game’?  So, if we suppose that the 
teacher knows the meaning of ‘game’ or of ‘add 2’, there is a gap between what they 
say and what the pupil has to learn.  Given that in both examples the teacher has to 
resort to ‘and so on’ in explaining meaning, then the ‘and so on’ can only provide an 
adequate articulation of the teacher’s knowledge of meaning if the pupil is able 
employ it correctly.  But given that the ‘and so on’ in itself does not specify how the 
examples given are to be continued, then the pupil can only employ the ‘and so on’ 
correctly if they have already grasped the meaning of the words at issue.  In other 
words, there has to be a gap between what the teacher says and the pupil has to 
learn on pain of accepting that the pupil can work out for themselves what is meant 
by ‘and so on’, something they could only do if they already knew the concept at 
issue.  That means that without begging the question, there must be a gap and it 
must be unbridgeable by reasoning on the pupil’s behalf on pain of begging the 
question about the teaching and learning of words. 
    So, from one conception of a rationalist perspective on learning (call it ‘codified 
rationalism’) in which the pupil works out what to do by employing theoretically 
codifiable concepts, what is said by the teacher falls short of what the pupil has to 
learn and, unless we are willing to ascribe to the pupil the very conceptual mastery 
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the process is meant to teach them, it would seem that there is no reasoning by 
which the pupil can close the gap.  The existence of the gap then undermines the 
obvious way of construing a rationalist model of learning (codified rationalism) in 
which the teacher/pupil transaction is construed as a transfer of explicit instruction.12  
The idea of the gap also undermines the empiricist model of learning as training. 
    So long as training is narrowly conceived in terms of acquisition of dispositions to 
respond to significant pairings of word and object, then no amount of training will 
succeed in producing a normatively configured pattern of word use.  If training is 
understood as Wittgenstein often uses the word – as something that precedes 
ratiocination and that provides primitive responses not yet of the level of knowledge – 
then training can be no more than an habituation in dispositions to respond to 
significant pairings.  If there is one thing that is now clear in readings of Wittgenstein, 
it is that a dispositional analysis of word use falls short of the notion of grasp of 
correct word use.  Training, as conceived on the empiricist model of learning, falls 
short of provision by the teacher of the appropriate resources from which the pupil 
can obtain an understanding of correct use.  It is this point that turns the dialogic 
problem of the teacher/pupil transaction into the radical scepticism of the single 
person case in which we realise that our past use of a word, construed as the basis 
for training, leaves present and future use indeterminate with respect to patterns of 
correct use.  And once the idea of patterns of correct use is indeterminate, there is 
nothing left to the idea that the teacher (or our earlier self) really knew what they 
meant with ‘add 2’. 
    The familiar scepticism about meaning that is found in Wittgenstein’s rule-following 
arguments can then be represented as one horn of the dilemma between a rationalist 
and empiricist model of learning.  The rationalist model of learning, in which the pupil 
learns by working out for herself what a word means, begs the question by equipping 
the pupil with just the sorts of cognitive capacities with which learning is meant to 
equip them.  The empiricist model of learning, in terms of training, is then the default 
choice, but that threatens the intuitive normativity to meaning and the idea of rules of 
correct use.  Both horns of the dilemma are susceptible to modification in providing 
an acceptable model of learning.  It is, however, worth noting how the simply drawn 
choice in the dilemma throws the options for modification into focus. 
    A modification of a rationalist model of learning will be a model that ascribes to the 
pupil some cognitive capacities that are actively involved in their learning, but where 
those capacities fall short of full-blown conceptual capacities.  The critical move here 
is to deny the Fregean assumption that the ability to discriminate Fs requires 
possession of the concept F.  I shall indicate my preferred rationalist modification 
below.  What makes it a rationalist model is the role the notion of mental agency 
plays in the account of learning; the pupil’s capacity for deploying cognitive skills is a 
key ingredient to language learning.  The normal modification in readings of 
Wittgenstein is to modify the empiricist model by introducing a richer concept of 
training.  The simple dilemma places an obvious constraint on what can count as a 
modified empiricism:  if the concept of training is modified to cover instances of 
reasoning, the model has turned into a rationalist model and, without a clear account 
of what constitutes reasoning, is in danger of begging the question just as the 
codified rationalist does.  My suspicion is that the common reading of Wittgenstein 
produces just such a confused modified empiricism. 
    The common reading of Wittgenstein avoids our simple dilemma by treating 
training as ‘immersion in a practice’ where a practice is a normatively configured 
pattern of behaviour with intrinsic standards of correctness.  I think this is a fudge.  It 
amounts to endorsing our common sense account of the teaching of words – you 
give examples and the pupil catches on – with no account of our entitlement to this 
common sense view.  It uses the word ‘training’ for that activity which works: training 
pulls it off, but no account is offered of how or why.  Simple training in the empiricist 
model of acquisition of dispositions to respond is a clear concept, but to elide that 
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into training as immersion in practice is, arguably, to merely add to the idea of simple 
training the very sort of reasoning capacities in using words that the whole learning 
encounter is meant to produce.  The dilemma was that the negative thesis entailed a 
gap between what the teacher says and what the pupil has to learn from the 
transaction.  The appeal to practice looks to offer a distinct kind of activity that is 
supposed to close down the gap.  But the danger is that only someone already 
equipped with the sorts of reasoning skills that come from acquiring concepts could 
take part in the activity offered to close down the gap.  One alternative for the 
empiricist would be to define sophisticated forms of receptivity, including receptivies 
to others and social behaviour, that would help bridge the gap.  It is not clear such a 
move is not a case of putting the cart before the horse by building into the 
receptivities required the very conceptual understanding that is supposedly acquired 
by learning.  In the absence of a detailed working out of such a strategy that avoided 
the obvious circularities, the move to take immersion in practice as the activity that 
closes the gap can only result in a familiar quietism:  learning takes place only for 
those subjects apt to be initiated into practices.  Who are these subjects?  They are 
those who catch on!13 
 
 
IV 
There is a naïve response to the simple dilemma.  Accept the negative thesis is true; 
that is to say, accept the rejection of a codified rationalism which models learning as 
a transfer of theoretical knowledge of what the teacher means when introducing a 
word.  Why accept that acceptance of the negative thesis entails the gap, the idea 
that what the teacher says falls short of what the pupil needs to learn?  What stops 
us from saying that what the teacher says is exactly what they know with regard to 
the meaning of the word and what the pupil needs to know to learn to understand the 
meaning of the word?  In short, why accept that there is a problem with the 
teacher/pupil relationship at all? 
    I think this naïve response is the one Wittgenstein intends us to take.  Making 
proper sense of the naïve response requires a modified rationalism.  It requires that 
we acknowledge the cognitive skills – the mental agency – that the pupil brings to the 
encounter.  It requires what I shall call a stratified rationalism, for it is a rationalism 
that accommodates levels of activity that contribute to how we make sense of 
ourselves where some of those levels fall short of conceptually articulated activity.14  
My aim now is to bring this stratified rationalism into focus and to argue that it 
provides the best reading of Wittgenstein’s own understanding of the teacher/pupil 
relationship in early language learning. 
    We can approach the idea of stratified rationalism in the following way.  If the 
negative thesis is correct, then the sort of knowledge at issue that the teacher 
imparts to the pupil in early language learning is not theoretical knowledge.  We 
could say that is practical knowledge.  That does not take us very far unless we have 
a clear conception of practical knowledge.  It had better involve more than simple 
training – acquisition of dispositions to respond, but it had also better be more than a 
label for whatever works.  The concept needs to provide some explanatory leverage 
on the cognitive components of successful teaching and learning events. The critical 
issue is whether accepting the negative thesis that knowledge of meaning is not 
theoretical knowledge entails that there is a gap between what the teacher says and 
what the pupil has to come to know.  If there is a gap, the naïve response is not 
available.  If we can provide content to the notion of stratified rationalism by 
accepting cognitive capacities that fall short of full-blown conceptually articulated 
reasoning capacities, we can then begin to make sense of how to endorse the naïve 
response. 
    What is central to this is making sense of the idea of doing something for a reason, 
the placing and seeing or ourselves as acting in the space of reasons.  This is seeing 
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our actions as things that stand in chains of justification as well as explanation.  After 
a successful teaching/learning transaction, the pupil acquires reasons for correct use 
of the word.  They learn how to use the word ‘game’ with reason.  The resulting 
language use must involve a use of words done for reasons, a use that helps render 
ourselves intelligible by showing how our behaviour is susceptible to justification.  
The concept of doing something for a reason is central to how we make space for the 
naïve response.  I suggest that doing something for a reason can involve a repertoire 
of cognitive skills, including those that make use of language and inference, that 
make up the components of how we render ourselves intelligible.  The basic notion of 
doing something for a reason is acting so as to render oneself intelligible.  And there 
can be more to the notion of making oneself intelligible than acting in a way that is 
representable as the conclusion of a practical syllogism. 
    There is no reason to suppose that because a form of learning is not representable 
in terms of the acquisition of a body of theoretical knowledge, it must thereby be 
treated as a training that does not centrally involve the operation of reasoning, the 
mental activity of working out what to think.  Of course, if your only model of 
reasoning is that of an activity that can be represented as something that can be 
regimented as following from conceptually articulated premises in a deductive 
inference, then reasoning could not figure in language learning without begging the 
question.  That was the problem with codified rationalism.  Equally, with such a 
restrictive sense of doing something for a reason, the absence of an explicit 
theoretical representation of what you learn when you learn the meaning of ‘add 2’ 
would entail that you could not, in the restricted sense at issue, go on and act for a 
reason as you use the phrase in manifesting your understanding.  Similarly, if what 
you know when you know the meaning of game is not representable as a body of 
theoretical knowledge, then there is no body of information that could form the basis 
of an explicit inference to provide a reason for your applying the word to a new case.  
But all that this shows is that it is a bad idea to work with such a limited conception of 
what it is to do something for a reason.  The negative thesis shows that there are no 
explicit reasons available such that the pupil’s learning can be treated as acquiring 
reasons construed as premises of inferences for carrying on with ‘add 2’ or ‘game’.  
But this lack of explicit reasons is only a problem if you restrict the notion of doing 
something for a reason to something that can be regimented into deductive 
inferences.  And why do that? 
    In contrast, if doing something for a reason is, however else one might 
characterise it, at least a matter of doing something so as to render oneself 
intelligible, then it is a doing something that must require some sensitivity to rational 
control and evaluation.15  It will be minimally a doing of things, including the use of 
language, which is directed and purposeful.  Such a doing of things requires a 
repertoire of cognitive capacities for making sense of activities, capacities for 
organising and directing activities so that they make sense.  Organising and directing 
activities need not be a matter of having a codified script in advance of the doing 
from which the doing is directed.  It need not, therefore, require a representation of 
the directedness that has to be first articulated and formulated in an explicitly codified 
way in order that it might then direct behaviour.16  The point ought to be obvious, but 
it is typically missed.  Getting this point right lies at the root of avoiding the charge of 
a simple nativism regarding capacities for reasoning. 
    The chief worry with codified rationalism and the thing that motivates the search 
for a credible empiricism about learning is the threat of nativism about concepts.  
Nativism requires that the pupil already have a conceptual repertoire with a space for 
the concept F in order to be able to be taught the concept F.  But what I am calling 
stratified rationalism requires only that the pupil has capacities to direct her behaviour 
with respect to things.  The capacity to direct behaviour with respect to Fs does not 
require a language that codes for F, nor does it require the concept F.  It requires a 
capacity to find Fs salient plus a general capacity to attend to saliences.  These are 
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more basic capacities than conceptual capacities.  They are capacities that fill out a 
conception of the pupil as a mental agent, someone with capacities that are 
reasoning capacities, for they are capacities that contribute to the project of rendering 
oneself intelligible.  They are, however, capacities that fall short of conceptually 
structured reasoning. 
     
 
V 
Despite the industry that has grown up around a reading of Wittgenstein as posing a 
radical scepticism about meaning, I want to suggest that Wittgenstein holds that what 
we say when we teach someone the meaning of a word is a perfectly good 
explanation of meaning.  What the teacher says does not short-change the pupil and 
leave a gap that has to be bridged.  What the teacher says accurately gives voice to 
what they know about the meaning of the word.  If the pupil has the appropriate 
capacities as a mental actor, they are given everything they need in order to 
understand the meaning of the word ‘game’ or the instruction ‘add 2’.  Consider the 
detail of what Wittgenstein says in the former example.17 
    Having raised the issue about the meaning of the word game in §66, Wittgenstein 
continues:  

How should we explain to someone what a game is?  I imagine that we 
should describe games to him, and we might add: “This and similar things are 
called ‘games’”.  And do we know any more about it ourselves?  Is it only 
other people whom we cannot tell exactly what a game is? – But this is not 
ignorance. (§69) 

Note two points about this passage.  First, there is the clear acceptance of the 
limitation of a theoretical codification of games.  We can give examples, but then we 
add ‘This and similar things are called “games”.’  It might seem that this is an 
indication of the gap between what the teacher says and what the pupil has to learn, 
for without an explicit formulation of what constitutes the relevant similarity, this 
remark might be thought to give little or no guidance to the pupil.  If you think that 
there is a gap here, then it can seem natural to suppose that the way to close it down 
is to invoke the notion of training as immersion in a practice.  The relevant practice 
might be conceived as the rich filigree of uses of the word referred to by the idea of a 
family resemblance of uses.  That, I think, is the fudge.  Without enormous detail on 
the relevant repertoire of receptivities and how such repertoires could be brought 
about by training, this is the move that refuses to say how learning is achieved but 
simply says that we get by.  There is, however, no case for thinking that the 
inevitable appeal to the ‘this and similar things…’ construction indicates a gap 
between what the teacher knows and the pupil has to learn. 
    The precise wording of the passage is not totally transparent, but I take the last 
three sentences – two questions and an assertion – as clear indication that 
Wittgenstein thinks there is no gap.  The first question, ‘And do we know any more 
about it ourselves?’ raises the issue whether the teacher and other knowledgeable 
users of the word know anymore than this.  That is, do knowledgeable users know 
any more than a few examples plus the gesture to some undefined notion of 
similarity?  I take from this the idea that if that is all they know, then what they know 
falls short of what we took knowledge of the meaning of the word to consist in.  It 
would be a kind of ignorance.  The second question then raises a different point.  The 
first question asked whether we know anymore than this, the second asks a 
contrasting question: perhaps we know but cannot tell others what we know.  The 
idea behind this question is, I take it, that the poverty of the teacher’s articulation 
leaves the others in ignorance, for we have failed to make available to them what we 
know.  The final assertion is, I take it, the denial of both these forms of ignorance.  
The reference of the ‘this’ could be to either type of ignorance – the ignorance of the 
knowledgeable users raised by the first question or the ignorance of the others raised 
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by the second question.  I think the final sentence is saying, in effect, there is no case 
for ignorance of either kind.  The idea that the teacher/pupil relationship is plagued by 
ignorance of either type, whether of teacher or pupil, is simply mistaken. 
    The point is, perhaps, even more general.  It is also natural to read the last 
sentence as referring back to what the teacher has made manifest in what they said.  
They have given some examples and then said, ‘this and similar things are called 
“games”’.  If you think that this indicates a gap, then saying this is to say less than 
what the teacher knows.  It is to offer less than the knowledge that gives them 
mastery of the word.  It is not to offer the pupil knowledge, but to short-change the 
pupil and to offer them, if you like, ignorance, something less than what they need.  
But doing this is not to offer them less than what they need.  Perhaps it is to provide 
them with precisely what they need to understand games?  Further evidence for 
reading §69 in this manner comes two sections later. 
    The lack of explicit criteria for games means that there is an open-endedness to 
the concept.  This open-endedness prompts the metaphor of family resemblance.  
One way of treating this is to think that concepts have blurred boundaries; the open-
endedness is due to the roughness of the boundary.  Again, this would suggest a 
form of ignorance, as if we did not know enough to render our concepts sharp.  In 
§71 Wittgenstein raises the question whether concepts have blurred boundaries and 
in raising the rhetorical question, ‘Isn’t an indistinct one [picture] often exactly what 
we need?’ suggests that there is nothing wrong with the lack of precisely articulated 
boundaries.  But that suggestion is not because rough boundaries and the lack of 
precise knowledge is enough to get by; the suggestion works because he has a quite 
different conception of the sort of knowledge that is at stake in the teacher/pupil 
transaction.  If the transaction were a transfer of knowledge, then any looseness of 
articulation would mean the transfer was less than complete.  The point would apply 
to training as immersion in a practice too: any immersion would be less than 
complete, so if the transaction were a transfer of a practical mastery in an activity, 
what is on offer would still be less than a complete practical mastery.  Either way, the 
transfer would be incomplete and there would be a gap between what the teacher 
has on offer and what the pupil has to acquire.  But that is not Wittgenstein’s model. 
    After raising the issue about imprecise boundaries Wittgenstein says: 

…this is just how one might explain to someone what a game is.  One gives 
examples and intends them to be taken in a particular way. – I do not, 
however, mean by this that he is supposed to see in those examples that 
common thing which I – for some reason – was unable to express; but that he 
is now to employ those examples in a particular way.  Here giving examples 
is not an indirect means of explaining – in default of a better. (§71) 

There are three points I want to emphasise in this passage.  First and most 
obviously, Wittgenstein confirms the view that the idea that the teacher intends the 
pupil to take examples in a certain way should not be confused with the idea that the 
pupil is supposed to see the common essence of games that the teacher was unable 
to articulate.  There is no common essence in the sense of something that could in 
principle be articulated, or at least seen, and that informs further usage.  Second, the 
last sentence makes clear that the reading offered above of §69 is correct.  Giving 
examples is not an indirect way of explaining the word.  It is not a method of 
explaining that short-changes the pupil and leaves them with less than they need.  It 
is not a second best, something that we have to make do with in place of the full 
complete account of what is known.  Wittgenstein is quite clear.  What is on offer in 
this transaction is exactly what needs to be on offer.  What the teacher says is what 
the teacher knows.  And what the teacher knows is indicated in the third key point of 
this passage.  What the teacher knows is how to employ the word in the right way.  In 
contrast to the essentialist account of meaning in which the pupil has to fathom out 
the hidden commonality to games, what the pupil takes from the examples is 
knowing how to employ the examples in the particular way that the teacher did.  
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Wittgenstein emphasises the verb, the activity that the pupil gains from the teacher.  
The key question is what activity is signalled by knowing how to employ the word in a 
particular way? 
    I think it is clear that the idea of knowing how to employ the word cannot be 
modelled either as theoretical knowledge or as practical knowledge understood in 
terms of immersion in a practice.  Both types of knowledge are incomplete in terms of 
what is on display by the teacher.  The teacher cannot articulate a complete 
theoretical account of games and neither can they display a complete practical 
mastery of how the word is used.  So the notion of employing the examples in a 
particular way can be neither of these things.  It is, however, an activity on behalf of 
both the teacher and the pupil.  It is also, in contrast to either knowing a theory or 
knowing how to act (in the sense of training or practice immersion) something that is 
essentially open-ended.  If it were not essentially open-ended, the activity would not 
be shareable in what otherwise seem fragmentary exchanges. 
    Knowledge of meaning is on offer in the teacher/pupil transaction.  It cannot be 
knowledge of theory (codified rationalism), for there is no theory of games.  It cannot 
be a knowing how to act in either the sense of training in dispositions to respond to 
word/object pairings or immersion in practice.  The former fails to deliver the 
normativity to meaning, the latter would leave the transaction indirect and what is on 
offer by the teacher incomplete.  The simplest way of expressing the knowledge on 
offer is to say that it is a knowing how to render self and others intelligible, in the case 
at hand by deploying the word ‘game’.  It is a knowing how to organise and direct 
one’s behaviour so as to render it intelligible to self and others and to see others’ 
behaviour as similarly organised.  Knowing how to render self and others intelligible 
just is to find one’s behaviour and that of others as reasonable, as done for a reason.  
But unless one assumes that something done for a reason can only be a doing that 
can be regimented as the conclusion of a syllogism, so that reasons are always 
explicitly articulatable premises of inferences, then rendering oneself intelligible is 
essentially open-ended.  The notion of doing something for a reason is just the notion 
of a doing that can be rendered intelligible.  And what counts as an instance of that 
depends on what one can do in the activity of rendering oneself intelligible.  One 
renders oneself intelligible not by fixing one’s behaviour to a script or recipe for 
intelligible behaviour, but in virtue of basic capacities for mental agency, including the 
capacity to direct one’s behaviour with respect to things.  This suggests a radical 
revision of the options for conceiving of the teacher/pupil transaction. 
    The aim of the teacher in my model of the teacher/pupil transaction is not to 
convey information, e.g. theory.  Neither is it the aim of the teacher to convey 
behaviour, a practice or a simple set of dispositions to respond.  In both these cases, 
what is on offer would be less than what the pupil needs to learn.  The pupil would be 
short-changed; there would be a gap.  The aim of the teacher is, I think, to get the 
pupil to join in the activity of making themselves and others intelligible.  The aim is to 
get them to join in the activity of employing words so as to make themselves and 
others intelligible.  But that is an open-ended project, for there is no telling what any 
of us might do and what we might need to do and say in response in order to make 
sense of it.  The aim of the teacher is not to transfer a something or other, some form 
of either theoretical knowledge or behavioural pattern.  The aim is to invite the pupil 
to join in a common enterprise of understanding. 
    If this is right, then what we say when explaining the meaning of words is, as 
Wittgenstein allows, precisely enough if we assume that the pupil is a subject with a 
capacity for reasoning, a capacity for directing and organising their behaviour to 
make sense of themselves and others.  If we assume that, then we say plenty when 
we say, ‘This and similar things are called ‘games’.’  There is no more a puzzle about 
the gap between what the teacher says and what the pupil learns than there is a gap 
between what talkative adults say and do and what human infants learn from this.  In 
both cases, what the pupil learns is to join in an activity of reasoning and, by so 
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doing, to extend that activity.18  Wittgenstein endorses the negative thesis but not the 
idea of the gap between what is said and what is understood.  Without that gap, there 
is no need for training or immersion in practices as social patterns of behaviour.  
There is a need for activity, for agency.  But the place of that activity is not to fill a 
gap by taking part in public behaviour.  It is to engage the mental activity of 
reasoning. 
    The activity of reasoning here starts with the capacity to direct one’s behaviour 
with respect to things.  That is the basic mental activity that the pupil needs to 
engage in the learning of words on offer by the teacher.  That capacity is less than 
the capacity for full-blown conceptual reasoning, but it is nevertheless the basis for 
such reasoning.  It requires that we conceive of the pupil as a subject qua mental 
actor.  I call this an stratified rationalist conception of the subject, for it is a subject 
conceived without need for mastery of theory or concepts as such.  It is a subject 
who is capable of more than training in dispositions to respond to word/object 
pairings and the extra is precisely that component that makes the model a rationalist 
model: the capacity to direct behaviour.  This is the Russellian core to a stratified 
rationalism, for the capacity to direct behaviour requires the capacity for attending to 
things and properties, what Russell called acquaintance.  This is the direct cognitive 
capacity to relate to things independent of and prior to thinking about them.19  It is 
this capacity that provides a model that challenges the Fregean assumption. 
 
 
VI 
If this is right, we need to re-assess Wittgenstein’s critique of Augustine.  For sure 
Wittgenstein objects to the overly intellectualist account that he finds in the passage 
quoted in §1.  Augustine seems to conceive of the infant as a subject with a complete 
set of beliefs and desires that need only labels to bring these into the arena of public 
language.  It is one thing to object to the sophistication of the picture of the infant 
mind that Augustine presents, but Wittgenstein nowhere objects to the core of 
Augustine’s model – the idea that the infant mind is an agent with a capacity for 
directedness.  For sure, it would be more plausible to allow that in early days this 
capacity is blunt and crude, but that still requires an agent, albeit a clumsy and 
unfocussed agent.  The learning of words and of concepts might sharpen the 
directedness of the subject’s mental activity, but that does not get started at all if the 
pupil is not in the first place a subject with a capacity to direct its behaviour.  Learning 
provides the resources for tuning and focussing that activity, but learning only works 
with subjects with the capacity for that activity. 
    If the above is correct, we need to mark a clear distinction between learning and 
training.  Learning requires that the pupil comes equipped with capacities for mental 
agency.  These involve, centrally, the capacity to direct their behaviour with respect 
to saliences.  That is the capacity for attention.20  Training is a more primitive 
concept.  Training concerns the acquisition of dispositions to respond.  There are 
plenty of places in Wittgenstein’s later work where such a notion of training seems to 
be at play, especially in contrast to a learning that involves a directed response rather 
than simply a dispositional response to things.  We need then to consider what role 
training, conceived as acquisition of dispositions, plays within Wittgenstein’s overall 
account of learning.  Training cannot fill the gap between what the teacher knows 
and what the pupil needs to learn as that figures in the empiricist model.   But training 
serves some role in the teaching and learning of words.  I think the obvious 
suggestion is to see the role of training as providing the background on which 
stratified rationalism operates.  More precisely, the background provided by training 
consists of the patterns of habituation to things against which saliences become 
items of personal level experience.  Let me sketch the sort of model that I have in 
mind for the role of training. 
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    Put briefly, the model that I want to outline, and that I think we can find in 
Wittgenstein, is a model that sees the role of training as laying the foundations for 
language learning, but not contributing to language learning per se.  At its simplest, 
the model requires two sorts of capacities of the child: a capacity to find things salient 
plus a general capacity to direct behaviour with respect to saliences.  The capacity to 
find things salient is non-Fregean.  There are two accounts of how this could be so.  
The discrimination of saliences might be done wholly sub-personally in terms of 
capacities for acting with respect to the affordances of things.  But as such 
discriminations are not available within personal level experience, it is difficult to see 
how they contribute to learning conceived as something that the subject does, rather 
than something that happens to them.  I suggest, therefore, that we restrict the notion 
of salience to things discriminated within personal experience.  There is therefore, a 
substantive issue about what makes it the case that an item is salient within 
experience such it can then be a target on which the child can direct its behaviour.  
My suggestion here is that training in the sense of habituation of dispositions to 
respond (which might take place wholly sub-personally) produces habits or 
expectations about the way the world works.  Those expectations can be thwarted.  
When thwarted, they produce a primary case of a salience, for the thwarting of 
expectations typically registers within experience regardless of whether the subject 
has a concept for discriminating the thwarting. 
    The second capacity is the capacity to direct behaviour with respect to saliences.  
This is the key rationalist component of the model and is what makes the concept of 
a salience important in language learning.  The capacity to direct behaviour with 
respect to saliences does not require a conceptual capacity to discriminate saliences.  
Rather, this capacity picks out the key mental activity of attention that the child brings 
to learning experience.  The capacity for attention is a personal level focussing on 
saliences so as to direct behaviour with respect to that salience.21  On my model,  
this activity operates upon saliences revealed by the way that training in 
discriminating things generates habits or expectations about properties in the world 
that, when thwarted, produce saliences. 
    So, in outline, the model is this:  training provides dispositions to respond that 
generate expectations regarding things.  Expectations are theoretical posits from the 
third person point of view of the theorist, they are not ingredients of the subject’s 
personal level point of view.  Nevertheless, when one’s dispositions to respond are 
thwarted – expectations are not met – this produces a salience for the subject at the 
personal level point of view.  So training lays down the background against which 
things (thwarted expectations) become salient.  Once a subject has such saliences, 
the next ingredient concerns their mental capacities.  If the subject has the general 
capacity to direct their behaviour with respect to saliences, they have the key 
ingredient for learning.  They have the minimum level of mental agency required to 
get learning going.  The capacity to direct behaviour with respect to an F does not 
require possession of the concept F.  Indeed, possession of the concept F is, on the 
approach I am suggesting, to be explained in terms of the subject’s capacity to find F 
salient plus the general capacity to direct behaviour with respect to such saliences.  
The more the latter capacity is employed, the more their directing behaviour with 
respect to F displays the generality of a conceptual orientation to F.  Doubtless, an 
important ingredient for the eventual development of a conceptual orientation is the 
capacity to label the directing of behaviour with respect to F and thereby secure a 
generality of application of that orientation.  But for that to work there needs first to be 
the general capacity to direct behaviour with respect to saliences, regardless of 
whether the subject has a conceptual orientation to saliences.  The hypothesis here 
is that what distinguishes concept using creatures from non-concept using creatures 
is not that the former have labels for their saliences that the latter lack.  The 
difference is that the former have the wilful capacity to direct behaviour with respect 
to saliences, the latter do not.  Cats can have thwarted expectations, but for them 
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such saliences do no more than prompt the need to behave differently.  For the 
human infant, such saliences can be attended to and treated as that about which 
behaviour is directed.  An example will illustrate the point. 
    Suppose a young child becomes habituated to finding bright spherical objects to 
be soft.  The child acquires a capacity for discriminating soft objects in terms of their 
shape and colour.  This is not yet conceptual.  It involves a training, a habituation of 
acting with respect to brightly coloured spherical objects as if they are soft.  Although 
that is simple training, it sets up expectations with regard to the new brightly coloured 
sphere.  When the child picks up a prickly pear, they encounter a surprise.  That is a 
salience.  At this point, there is still no language learning.  However, if the child has 
the general capacity to direct its behaviour with respect to saliences, it has the 
capacity to act with respect to things thrown into relief by disruptions in patterns 
acquired in training.  It is, I suggest, that general capacity that is the key 
distinguishing feature of Augustine’s conception of the human infant with which 
Wittgenstein never takes exception.  Wittgenstein objects to the sophistication and 
sheer number of beliefs and desires that Augustine appears to attribute to the infant.  
That attribution might be a mistake.  But Wittgenstein does not object to the central 
notion of the infant as a wilful subject, a subject with a capacity to direct behaviour 
with respect to saliences.  And, of course, if that general capacity is permitted, we 
have the ingredients to explain how ostensive definition works. 
    In early language learning, the child is working out for herself what the adult is 
saying, not because they already have concepts, let alone the concept for the thing 
being pointed at, but because they already have the basic mental capacity to direct 
behaviour with respect to saliences.  The infant mind starts, presumably, with very 
vague and ill-focussed capacities to find things salient and, therefore, vague and ill-
focussed capacities to direct her behaviour.  But the training is a training in the focus 
of saliences and, with the general capacity in play, thereby a training that provides 
ever more focussed opportunities for directing behaviour.  At what point such 
directing of behaviour gets labelled and acquires the generality of application that 
warrants calling it conceptual need not be precise.  But there are, I submit, clear 
cases in which we would say deploying that capacity was not yet to deploy a 
conceptual capacity and clear cases in which we would say it was a conceptual 
capacity.  Furthermore, although the attention that provides the direction is pre-
conceptual, it is an ingredient in the overall project of making oneself intelligible.  
How we are placed within the space of reasons is, in part, a function of how and to 
what we attend. 
    The model I have given provides a sketch of how the capacity to direct behaviour 
can contribute to an account of concept acquisition in early language learning.  It 
marks a distinction between conceptually structured directions and those that are not.  
The rationalism is stratified.  In that respect, I suggest not only that Wittgenstein had 
a rationalist model of language learning, but one which has much to contribute to 
contemporary philosophy of psychology. 
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1 E.g. Kripke: ‘Each new application [of a word] we make is a leap in the dark’ Wittgenstein on 
rules and private language,  Oxford: Basil Blackwell 1982, p.55; or ‘understanding an 
expression is a kind of “cottoning on”; that is, a leap, an inspired guess at the pattern of 
application which the instructor is trying to get across’, C. Wright, Wittgenstein on the 
Foundations of Mathematics London: Duckworth (1980), p.216.  
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terms of assertibility conditions rather than truth conditions. 
3 The clearest statement of this response is perhaps that provided by McDowell, J. McDowell, 
‘Wittgenstein on Following a Rule’, Synthese 58 (1984) pp.325-63, reprinted in Rule-Following 
and Meaning, eds. A. Miller and C. Wright Chesham: Acumen 2002, pp.45-80.  Goldfarb has 
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background, see ‘Kripke on Wittgenstein on Rules’, Journal of Philosophy (1985) pp.471-88 
reprinted in Miller & Wright.  See p.107 for the appeal to the background.  Goldfarb makes 
this appeal as part of a rejection of the idea of the gap that informs what I am calling the 
familiar reading.  It is in this respect that his reading is importantly distinct and more in line 
with the reading I provide below. 
4 Paul Bloom, How Children Learn the meaning of words, Cambridge, Mass: MIT Press, 
2000, p.10.  
5 E.g., Fodor, J. ‘The present state of the innateness controversy’ in his Representations, 
Cambridge, Mass: MIT Press, 1981, for a recent overview of Fodor’s position, see his ‘Doing 
Without What’s Within: Fiona Cowie’s Critique of Nativism’, Mind 110, 2001, 99-148.  Strictly 
speaking, for a rationalist of Fodor’s persuasion there is no such thing as learning, simply the 
triggering of innate concepts. 
6 Cf Gopnik, A., Meltzoff, A. & Kuhl, P. The Scientist in the Crib, NY: William Morrow and Co., 
1999. 
7 Op. cit. p.4. 
8 Of course, contemporary defenders of nativism about concepts do not see this as a 
dilemma, cf. Fodor op. cit.  See also Bloom op.cit. for an explicit endorsement of an 
Augustinian account of learning in defiance of Wittgenstein’s apparent critique. 
9 See also related passages: Zettel  §391, ‘I really want to say that scruples in thinking begin 
with (have their roots in) instinct. Or again: a language-game does not have its origin in 
consideration. Consideration is part of a language-game.’ [ also, RPPII §632]; and  RPP II 
§689: ‘Instinct comes first, reasoning second. Not until there is a language-game are there 
reasons.’ 
10 This point is often simply taken for granted in philosophical treatments of language learning.  
For example, Russell says, ‘A child learning to speak is learning habits and associations 
which are just as much determined by the enviornment as the habit of expecting dogs to bark 
and cocks to crow… [this involves]…processes almost all of which are not deliberate, but the 
results of causes operating according to more or less ascertainable laws.’    B. Russell, The 
Analysis of Mind, London: Muirhead Library of Philosophy, 1921.  For contemporary 
endorsements of the same line cf.  D. Davidson ‘Truth Rehabilitated’, in R. Brandom (ed.) 
Rorty and his Critics. Oxford: Blackwell (2000) pp.70-1; M. Dummett The Logical Basis for 
Metaphysics. London: Duckworth (1991) p.95. 
11 The outline stratified rationalism that I attribute to Wittgenstein offers the prospect of 
explanatory detail in a rationalist account of concept acquisition.  Fodor sees concept 
acquisition as a kind of triggering by, not an induction on, experience.  But that still leaves the 
question why the concept F is triggered by experiences of Fs, rather than anything else.  This 
is what Fodor calls the doorknob/DOORKNOB problem, cf. J. Fodor, Concepts, Oxford: OUP, 
1998.  Solving this problem requires detail on how experience provides the basis for concept 
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their acquisition requires mental activity on behalf of the subject. 
12 This is why it can seem that the best option for the rationalist is nativism, cf. Fodor op.cit. 
13 As noted, Goldfarb’s appeal to background is not really a move to close the gap, but one 
that denies the gap exists in the first place, see especially p.105.  Making that move is 
different to the appeal to a concept of initiation into a practice, but it is still a prolegomenon to 
a detailed account of why there is no gap and how we are to construe the capacities of the 
pupil to ensure that no gap arises.  What I offer below is a start on that detail. 
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14 The very idea of a stratified rationalism is a direct challenge to McDowell’s treatment of 
concepts and what he calls, following Sellars, the space of reasons.  See J. McDowell, Mind 
and World, Cambridge, Mass: MIT Press 1994.  If so, that means that on my reading, 
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achieve this working out what to do and think? – then to say, lamely, that it is part of a 
practice, is to fail to engage a substantive philosophical enterprise of the study of reasoning 
and the capacities on which it draws. 
17 Space does not permit detailed discussion of the later example which has dominated the 
literature, but the reading I give of §§69 and 71 is of a piece with a reading that needs to be 
developed of the key passages around §208-210 in which Wittgenstein appears to deny the 
existence of the gap in the ‘add 2’ case.  I leave those passages to another time, but see, for 
example, the rejection of the need for a ‘deeper exlanation’ in §209. 
18 The notion of joining in does not require a constructivist construal of learning and of the 
meaning of words.  Learning by joining in is, of course, a social activity, but the activity that 
the pupil joins in with is not intrinsically social; it is the activity of reasoning.  On my model, 
that is something individualistic, for it based in the pupil’s capacity to direct and organise her 
action.  That is the individualistic basis of reasoning.  Learning by reasoning takes place both 
individualistically and socially when two or more people are involved, e.g. teacher and pupil.  
But that does not entail social constructivism, it entails the platitude that social action involves 
two or more people coordinating their behaviour. 
19 The best example of contemporary Russellian account of this capacity is to be found in 
John Campbell’s Reference and Consciousness, MIT Press, 2002. 
20 I am assuming a sligthly more restricted use of the concept of attention than Campbell, for 
he sometimes seems to use ‘attention’ for reactions to affordances, whereas I think it best to 
restrict it to personal level directing of attention to saliences. 
21 Some of Wittgenstein’s remarks about training are, perhaps, best construed as accounts of 
how the capacity for attention is acquired.  If so, training picks out both basic reactions to 
affordances and those more sophisticated reactions in which one attends to saliences.  I 
suspect that Wittgenstein’s concept of training covers both phenomena.  But that is just to 
note that Wittgenstein does not get the last word in all this. 


