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This research looks into the possibility of bringing together two distinct and empirically 

successful areas of behavioural economics; regret aversion and quasi-hyperbolic 

discounting. Standard regret aversion theory (Loomes and Sugden 1982, Bell 1982) 

operates in a world of uncertainty, where regret aversion arises due to the possibility of, 

having made an initial choice, a more preferable option arising when uncertainty is 

resolved. However, the common intuition in the literature behind the psychological 

notion of “regret” does not explicitly mention uncertainty. Merely, 

...regret is the result of comparing one's outcome with a better outcome that would 
have occurred had a different alternative been selected (Tsiros and Mittal, 2000, p.402)

Hence, my question is whether anticipation of regret can arise and have predictive 

power in a wider range of circumstances, such as certain worlds and dynamic models. 

This concept of “preference reversal” creating the possibility of regret naturally lends 

itself to the framework of quasi-hyperbolic discounting. There is a clear understanding 

that this method of discounting can lead to the supposed problem of “time 

inconsistency”, where preferences can change over time simply due to the present bias 

of the discounting model. It is precisely this inconsistency, and the preference reversal it 

can generate, that I seek to exploit, by combining it with psychological effects, such as 

regret, that this preference reversal will cause. The work seeks to answer the question 

of whether these two types of preference reversal are linked.

 The quasi-hyperbolic framework, however, is still in a stage of infancy and it will 

require much work and adaptation to mould it into a partner framework for the regret 

aversion model. This principally surrounds the extension of the most common discrete 

time model to a more continuous time model, and I hope to use the joint regret/present 

bias model I generate to shed new light on the notion of the “present bias” in a 

continuous setting to enable future theoretical and empirical work. 



The Motivation

My motivation for this research was a paper written for the Behavioural Economics 

Masters course (EC978) at Warwick University in 2007. Entitled “Thoughts on Extending 

Present Bias Preferences to Continuous Time” (Lovelady, 2007) this paper was intended 

to provide some thoughts and ideas on how the notion of dynamic inconsistency through 

present bias, first suggested by Strotz (The Review of Economic Studies, 1955), might 

extend to a continuous time frame. My aim was to show, through a series of simple 

examples, that this was not as easy as merely “filling in the gaps” of the discrete time 

model which is commonly taught and used in many areas of economics. 

Two problems in this simplistic framework that the examples highlighted were the 

dependence on the definition of the “present” in a continuous time setting, and the 

exact timing of the decision making process. Achieving the same dynamic inconsistency 

as shown in the discrete model was not difficult, but the examples were shown to be 

sensitive to the length of time between making decisions and the length of time 

considered to be the “present”. Even taking the simplest case of the “present” being 

the time from one decision making opportunity to the next led to potential problems 

with instantaneous regret of decisions. You could make a choice, then immediately 

realise you had made a mistake. What was more conceptually troubling, however, was 

that individuals in the examples were able to repeat their mistakes ad infinitum with no 

process or method of adapting their notion of the “present” to avoid making the same 

mistakes over and over. 

Though the paper did not propose a more rigorous framework to solve these 

problems, it did suggest that a more subtle methodology was needed to create a 

continuous time quasi-hyperbolic (present bias) model that would take account of the 

psychological experiences of having made the wrong decision. I suggested at the 

conclusion of the paper that a concept of regret, and more specifically anticipation of 

regret in the model, might be a first step in answering this question.

This thought continued when I was searching for a starting point for my PhD 

research project, and I was encouraged to pursue this avenue of enquiry by some 

seemingly clear, yet unexploited, parallels in the literature. 



The link in this thought process was the nature of what we mean by the term 

“preference reversal”. In terms of quasi-hyperbolic models, this occurs dynamically 

where an optimal choice in one time period is no longer considered optimal in 

subsequent future time periods. In terms of regret theory, this occurs statically when we 

can generate preference cycles of decisions, due to the impact of anticipated regret on 

decision making. The thought experiment conducted in the paper suggests that even in a 

simple dynamic model with psychological considerations these concepts may not be as 

distinct as most would probably think, and certainly merits further investigation. This 

creates two main questions, which can be thought of as approaching the same problem 

from two different directions.

Firstly, “Is it possibly to construct a theoretically stable and empirically 

useful model of continuous time quasi-hyperbolic discounting?”

Secondly, “Is it possible to construct a dynamic framework for decision 

making with regret aversion?”

I hope that the answers to these questions will occupy the initial phase of my 

research with the long term goal of constructing a comprehensive, intuitive and useful 

model based upon these concepts.

A further question which arises from the above discussion concerns the economic 

and psychological notion of the “present” as a concept of time. Clearly, it is crucial to 

the quasi-hyperbolic models, but, given this importance, it's economic definition is 

unclear at best. Do we consider the present to be the current hour, the current day, the 

current week or the current year?  Clearly the answer to this lies in the question we are 

considering. Consider, for example, the model of procrastination presented by 

O'Donoghue and Rabin (The Quarterly Journal of Economics, 1999) whereby they use a 

present bias model to consider the case of short term costly tasks (such as writing an 

MPhil/PhD upgrade paper...) and how procrastination of the task can appear rational to 

the individual in question. Is the psychology and economics underpinning the present 

bias in this case the same as would be a factor in a pension contribution decision, which 

is clearly a much more long term project? Can we somehow reverse engineer the 

“present” to create a clearer definition comprising of psychological factors (such as the 



desire to avoid regret) which would enhance the empirical applicability of this class of 

models?

Furthermore, are individuals able to learn in a repeated dynamic context, so that 

their notion of the present and the various psychological effects can change over time 

leading to adapted and enhanced decision making? At present I have not investigated 

sufficiently this concept to present any material on it, but I feel this would be a suitable 

extension further down the line of research, and hence worth mentioning here. 

This paper, therefore, will focus on the first two questions surrounding regret 

aversion and quasi-hyperbolic discounting. It is these questions that my research is 

centred upon answering, and crucial to this process is an awareness of the literature and 

research to date in all of the areas mentioned above. What follows is a summary of the 

related topics in this literature, and initial thoughts on how they might link in, create 

problems and form thoughts on my own modelling attempts. By comprehensively 

reviewing these topics at this point in my research, I aim to have a deep understanding 

of the models and concepts I am dealing with in order to be able to create a model of 

substance, significance and efficaciousness. 



Non Expected Utility Theory models

The literature on regret aversion and other similar behavioural models 

(disappointment aversion, for example) can be brought together under the general 

heading of non-expected utility models. This literature arose out of empirical and 

experimental evidence which appeared to suggest systematic violations of the behaviour 

predicted under the assumptions of classical expected utility theory (EUT). An excellent 

summary of this literature is provided by Starmer (Journal of Economic Literature, 2000) 

where he analyses the various alternatives to EUT and, in particular, which axioms of 

EUT the models challenge. His perspective is not only useful for developing a deeper 

understanding of this area of research, but lends weight to my proposed development of 

these models as he notes “...that some of the most interesting current research relates 

to how behaviour evolves over time” and presently “...we have only the vaguest 

appreciation of the mechanisms involved” (p.377). Similarly he states 

that if we want to predict the behaviour of real agents in dynamic contexts we will  
need models of dynamic decision making that relax the suspect dynamic choice 
principles implicit in EUT (p.368)

From my initial reading it appears there is little attempt to extend any of the non 

EUT models in the way suggested by Starmer, and hence my proposed research would be 

first step on this journey. 



The Basics of Regret Aversion

The starting point for any discussion on regret aversion are the two founding 

papers on the subject, both from the early 1980s. Both sought to give an alternative 

explanation to the classic economic choice problems presented by Kahneman and 

Tversky (Econometrica, 1979). Kahneman and Tversky's answer was the well known 

Prospect Theory, but Bell (Operations Research, 1982) and Loomes and Sugden (The 

Economic Journal, 1982) looked into the concept of anticipatory regret. The methods 

employed in both papers are broadly similar; essentially modifying the utility function 

used in the decision making process to incorporate an additional term which captures 

the feeling of regret arising from a resolution of uncertainty which favours the option 

you did not choose.

 In Bell's paper, this is captured with a value function measuring the perceived 

“foregone assets”, hence reducing the psychological notion of “regret” to a much more 

objectively measured economic one. By reconstructing the original utility function from 

the value functions, we are saying that agents are aware of the fact they can experience 

a feeling of regret and are willing to trade off now to reduce it. Their decision, in a 

pairwise model, is based on comparing the utility gained by choosing option x and 

forgoing option y, versus the utility from choosing option y and forgoing option x, as 

shown below.

u(x,y) = v(x) + f(v(x) – v(y)) (4) (Bell, 1982)

Here, v(x) captures the value of the choice x, and v(x) – v(y) captures the regret 

from choosing x and not y. Similarly for choice y

u(y,x) = v(y) + f(v(y) – v(x))

Both of these formula are derived from three basic assumptions, but the model 

generated has both practical applicability and intuitive weight. Bell then shows that his 

framework can explain the same experimental curiosities that Kahneman and Tversky do 

using prospect theory. 

Loomes and Sugden use a broadly similar framework, but make use of a 



“choiceless utility function” which captures, for every potential outcome, the utility 

“the individual would derive ... if he experienced (the outcome) without having chosen 

it” (1982, p.807). Suppose an individual chooses action Ai, forgoing action Ak, and state 

of the world j occurs. Then the individual now experiences consequence xij and gave up 

consequence xkj. Loomes and Sugden define the choiceless utility of this consequence as 

C(xij) and abbreviate to cij. 

They then modify the utility function to not only be a function of the outcome 

that was chosen and experienced, but also of the outcome that would have been 

experienced had the other option been taken, given the choiceless utility function. The 

choiceless utility function plays a very similar role to the value function for Bell, and 

there are further similarities with a “regret-rejoice” function R(.) in Loomes and 

Sugden's paper capturing the extent to which future potential regret is factored into 

current decision making, similar to the “f function” (shown above) for Bell. The 

“modified utility”, inclusive of psychological effects, for action Ai being chosen over Ak 

and state of the world j occuring is

mij
k = cij + R(cij – ckj)       (3)      (Loomes & Sugden, 1982)

As in Bell's work, Loomes and Sugden then proceed to show that the Kahneman 

and Tversky examples will work under their framework too. 

The parallels here between the Bell and Loomes & Sugden models are obvious 

from the formulations, and can be considered different ways of describing the same 

thing. Hence, we can simply focus on one of the models to drive the research forward 

and be safe in the knowledge that the alternate framework will generate the same 

results. Focussing on the Loomes and Sugden model, the R function captures regret and 

hence they assume R is decreasing as (cij – ckj) increases. To capture regret aversion, 

however, and demonstrate that the model can explain the Kahneman and Tversky 

phenomena, we need some additional assumptions. Firstly, the model assumes that 

individuals base decisions on expected modified utility, or

Ei
k = ∑

j=1

n

p jmij
k (2)            (Loomes & Sugden, 1982)



Hence, given the regret formulation above, action Ai is preferred to action Ak if, 

and only if,

∑
j=1

n

p j [ cij – ckj + R(cij – ckj) – R(ckj – cij) ] ≥ 0           (4)        (Loomes & Sugden, 1982)

The regret aversion assumption can then be defined in two ways, either by simply 

stating that

for all z > 0  R''(z) > R''(-z) 

or, if we construct a function Q(.) such that for all z

Q(z) = z + R(z) – R(-z)    (5)          (Loomes & Sugden, 1982)

then regret aversion implies Q(.) is convex for all z > 0. 

This formulation of regret aversion suggests, intuitively, that people are able to 

anticipate possible regret of their decisions and are willing to trade off now to reduce 

the disutility that such a situation would cause. Furthermore, it implies that individuals 

are disproportionately influenced by very large potential regrets. The classic real world 

example of this is why people choose the same lottery numbers every week, and is 

explained well by Humphrey (Journal of Economic Psychology, 2004). If you, on one 

week, decide to not play your regular numbers and, instead, keep the £1 stake, then the 

negative emotion of seeing your numbers crop up as the winning numbers is massive, 

and we call this “post-decisional regret” (p.840). If, however, you are able to 

“...anticipate experiencing post-decisional regret prior to making your choice, you could 

act in order to minimise it by purchasing your usual ticket” (p.840). 

A common thought at this juncture is that, far from discovering regret as a new 

psychological consideration in decision making, we are simply referring to risk aversion 

by another name. Though the regret averse choice may match a risk averse choice in 

some circumstances (commonly simple monetary gambles), we can easily construct 

examples which give a completely opposite choice. Zeelenberg et al. (Organizational 

Behavior and Human Decision Processes, 1996, p.150) propose a situation where 2 



competing firms each have to choose between a risky production strategy R, and a safe 

strategy S. The risk averse strategy is clearly S for both firms, but, should one firm 

decide to choose R, then the regret averse strategy for the other firm might be to also 

choose R, and minimise the potential for your competitor gaining a significant advantage 

through the risky strategy paying off. You both get lucky or both fail. Hence, although 

there is likely to be overlap between regret and risk aversion in certain circumstances, 

the distinction has practical and theoretical applicability. 

 

The initial formulations of regret theory, outlined above, were very descriptive in 

their approach, aiming to suggest possible reasons for observed violations of EUT, and, 

more specifically, violations of certain axioms that underpin EUT. Hence the criticism of 

the early models was that it was easy to justify them behaviourally as representing just 

one of many psychological factors that make up an overall decision making process, but, 

normatively and axiomatically, these models had little foundation. Compared to EUT, 

individuals were acting irrationally, and should adapt their decision making process over 

time to the “correct” predictions of EUT as they realised their mistakes. 

This argument, however, was challenged by several attempts at bringing an 

axiomatic approach to the class of non EUT models. Fishburn was the first to attempt 

this process, adapting Savage's classical EUT axioms to create, firstly, his model of Skew–

Symmetric Bilinear (SSB) Utility Theory (Journal of Mathematical Psychology, 1982) and 

then later his Skew-Symmetric Additive (SSA) Utility Theory (Journal of Mathematical 

Economics, 1989). These models only subtly differed from regret theory, however, as 

noted by Loomes and Sugden (Journal of Economic Theory, 1987) “...in that preferences 

are defined over actions rather than prospects” (p.271) in regret theory and though 

regret theory “...cannot be formulated in terms of preferences over prospects” (p.280) 

SSB is merely “ ...a special case of regret theory: it is regret theory applied to 

statistically independent prospects” (p.272). 

Sugden (Journal of Economic Theory, 1993) then showed how a small modification 

of SSA can imply a form of regret theory, giving regret theory an axiomatic foundation 

that had been lacking up until this point. He also explains nicely the development of 

these axioms stating that “SSA theory might be summarized as “Savage's expected utility 

theory, without the transitivity axiom” (p.164) and his own improvements to show the 

parallels between SSA and regret theory result from removing a last “vestige of 



transitivity which remains in the SSA axioms” (p.160). The use of an axiomatic approach 

here is to make "the assumptions of ..(regret).. theory seem simpler and more plausible" 

(p.165) and it demonstrates well how psychological considerations can actually coexist 

with normative economic models. 

Furthermore, and of great benefit to my research, is the way in which Sugden 

shows how we can start with a model of pairwise choice under conditions of regret 

aversion, and then generalise to sets containing any finite number of choices. Whilst this 

is a technically challenging aspect of the paper, it demonstrates well the benefits of 

starting off with a basic model (pairwise choice) and then altering the basic axioms or 

functions to a more general setting to generate new predictions. From my perspective, 

therefore, I would be looking to begin my research looking into pairwise dynamic choice 

(as was shown in the examples in my behavioural economics paper) and then investigate 

the possibility of expanding this to choices between finite numbers of actions in a 

similar fashion to Sugden. Though undoubtedly challenging, an axiomatic approach will 

allow a much greater chance of creating a predictive, testable and observable model to 

complete and justify the research. 



Current Developments in Regret Aversion

Looking at these early works, the most noticeable failing of the models is the 

static nature of the decision making process. There is no time between the evaluation of 

the decision, making the decision itself, the resolution of the uncertainty and the 

experiencing of regret or rejoicing. It is plausible to suggest that a decision which has a 

degree of uncertainty resolved a long time in the future will involve considerably less 

regret aversion than a decision which has uncertainty resolved immediately. Yet the only 

factors which appear to be able to affect the regret aversion are the magnitude and 

probability of the potential regret. A dynamic framework, potentially created by 

incorporating a model of quasi-hyperbolic discounting, would seek to resolve this issue. 

Related to the above point is the question of how does regret experienced affect 

any future decision making process? Currently, there is no feedback mechanism which 

allows for updating of the value or choiceless utility functions, yet it seems 

psychologically plausible that regret experienced previously would act as a better 

predictor of future potential regret than a hypothetical musing as is the case in two 

papers presented above. This is especially crucial when we move to a dynamic 

framework where utility experienced at a time T is not necessarily the same as was 

predicted at time T-1 due to a present bias. This evaluation procedure needs significant 

investigation as it could prove to be key when determining how much future regret is 

taken into account now. 

This psychological element of the decision making process is, however, hinted at, 

by Bell in particular.  He questions “whether the underlying probabilities are objectively 

or subjectively known.” (1982, p.964) which is an admission that previous experiences 

with the uncertainty at hand might shape or affect the decision making process away 

from the classical economic interpretation of the problem. This is not dissimilar to the 

point raised above regarding a feedback mechanism on the value function, but, instead, 

acts on the “state of the world” probabilities in the problem. 

A further key psychological question concerns the exact nature of the resolution 

of uncertainty, and, specifically, whether or not information regarding the resolution of 

all gambles in the problem is available or not. Simonson (1992), makes reference to this 



problem in his analysis of the influence of regret on purchase decisions. He creates two 

consumer decision experiments where there is a degree of uncertainty involved; firstly, 

whether to buy an item that is on sale now or wait for a better sale later, and, secondly, 

whether to purchase a brand name product compared to an unknown brand. He then 

splits the sample up into those who received information on the resolution of the 

uncertainty and those who did not, with smaller categories to control for feedback and 

evaluation effects. The hypothesis is that there will be a significant difference in the 

consumer purchase decisions when the subjects are explicitly told that information will 

be provided to show whether they made the correct decision or not and they should take 

this into account when considering their choice. The key results from these two 

experiments confirmed the hypothesis and indicate regret averting behaviour is affected 

when the explicit regret information criteria is added. There was also a degree of 

support for the feedback condition (approached 5% statistical significance), whereby 

respondents where told information would be provided, but no talk of regret or rejoicing 

behaviour was included. 

This research suggests that having available information on the alternative not 

selected will enhance the regret aversion behaviour, but it does not rule out the 

possibility of regret aversion behaviour in the absence of such information. One such 

method whereby individuals can still generate comparisons is counterfactual thinking. 

This is mentioned in the context of regret aversion by Tsiros and Mittal (The Journal of 

Consumer Research, 2000) who note that people often “undertake counterfactuals in an 

attempt to provide a comparison standard to reality.” (p.403) though they acknowledge 

that regret is likely to be higher when explicit information is available. A counterfactual 

is a mental simulation whereby we can generate a past, present and future that did not 

occur in reality. This is likely to be enhanced in the presence of uncertainty or situations 

of luck, but is also applicable in more certain situations. A classic example is the case of 

the silver medal winner of a race who will dream about what might have been had they 

worked that little bit harder in training when, of course, the option to work that little 

bit harder was always open to them. 

The key relationship between this school of thought and my own research is the 

unpredictability of the future in dynamic situations. Individuals are known to have 

differing preferences over time, as the present bias model shows, hence a conterfactual 

simulation is likely to play a role whereby a time-based preference reversal occurs and 



an individual generates a counterfactual for what might have occurred had they chosen 

their now preferred option initially. This could prove to be a key link between the two 

areas of my research. 

A first attempt to incorporate the method by which outcomes are revealed into a 

regret aversion framework was by Humphrey (Journal of Economic Psychology, 2004), 

where he creates a so-called “feedback-conditional regret theory" model. This paper 

cleverly explores the theoretical implications of outcome resolution, and makes a key 

distinction between “outcome resolution” and “state of the world” resolution. Consider 

the matrix below:

  

(Humphrey, 2004, p.843)

Under original regret theory, this matrix is always complete and fully defined so 

an individual can compare “what happened” with “what might have been”. If we 

assume, however, that the individual who picked $ is told only that the outcome of their 

decision is d, then they do not know whether it was state green or state red that 

occurred. Hence they do not know what the forgone outcome was, which is needed for 

calculating regret. Had they been told that state green occurred, however, they could 

calculate both the outcome of their decision and the forgone outcomes for themselves. 

Humphrey's model provides an insight into the problems I might face when 

designing and testing a dynamic model. Do people observe the outcome of their decision 

or the cause of the outcome of their decision? Are there separate time periods for state 

of the world resolution and outcome resolution? What would happen if the state of the 

world is resolved over a period of time as opposed to instantaneously?

A potential further area of theoretical expansion and solution regards the 

observed empirical asymmetry around the status quo. In a significant number of decision 

problems we can distinguish between the “status quo” option and any number of 



'unusual' options. Observed empirically, in a number of the psychological experiments 

already mentioned, is a tendency for regret to be enhanced when deviating away from 

the status quo option. This can also work in conjunction with counterfactual 

methodology to suggest that deviation away from the status quo elicits a higher level of 

counterfactual thinking than if you had remained with the default option (Tsiros and 

Mittal, 2000). This is the psychological thought process underlying the common notion of 

“...if only I had stuck with my original choice.” 

An observation related to that of the status quo bias is noted by Spranca et al. 

(Journal of Experimental Social Psychology, 1991) where they observe a conceptual 

difference between actions that are commissions and those that are omissions. They 

hypothesise and demonstrate experimentally that individuals act significantly differently 

when faced with a commission, or causal action, and an act of omission, which is a 

failure to act. Similar to the status quo, they suggest individuals take omission as the 

reference point, under the psychological interpretation that by not acting, an individual 

is not changing the underlying course of events. This raises interesting questions about 

the nature of causality in decision making and it will be important to be aware of this 

fact when constructing any decision making models. As they explain, “...subjects show 

an omission bias when they judge harmful consequences as worse that the corresponding 

omissions” (p.79). Compounded with the status quo bias, it is especially important to be 

aware of this effect when constructing experiments to test any models arising out of this 

research. Furthermore, in a repeated dynamic context, the status quo option is likely to 

be the action you chose last time, so any sense of learning from past mistakes may be 

mitigated by a desire to remain with your original choice. 

One source of potential difficulty in testing the implications of enhanced and 

developed regret aversion models concerns the method used to present information to 

experimental respondents, often generically known as “framing effects”. Starmer and 

Sugden (Economica, 1998), for example, seek to test the implications of regret theory 

versus other competing non EUT models on the generation of cyclical preference cycles. 

They show, theoretically, how regret theory will generate anti clockwise preference 

cycles (a preferred to c preferred to b preferred to a) when consequences of uncertainty 

are ordered in one fashion, and clockwise cycles (a preferred to b preferred to c 

preferred to a) when they are ordered in an opposite manner. These are known as 

“juxtaposition effects” and contrasts with other non EUT models which generate the 



same preference cycle regardless of the ordering of consequences. This interesting 

consequence of regret theory can then be used to test whether or not individuals are, in 

fact, making decisions using regret considerations in comparison to other non EUT 

methods. 

The most crucial result of their paper for my research, however, is the sensitivity 

of their results to psychological effects, specifically “event-splitting effects (ESEs)” and 

“presentation framing effects”. ESEs occur when a respondent in a decision based 

experiment responds differently depending on whether or not a probability based 

decision is presented as one single event or as the culmination of two separate events. 

Theoretically, this should make no difference to choice, but the phenomenon is well 

known and appears in many different experiments and forms. A related concept is that 

of “presentation framing effects” whereby the way a problem is visually or orally 

presented can have dramatic effects on the overall results. This problem can arise out of 

mental short cuts that we use when making decisions, but can be especially difficult to 

control effectively for in decision experiments. 

The implications of these two concepts for my research is that I will have to take 

incredible care when designing an experiment to test any new models I create to ensure 

the two effects above are minimised and it is only the model in question that individuals 

are responding to. A different approach to this would be to attempt to model the effects 

involved as part of the overall psychological decision making process. For example, if 

people use mental short cuts of the types mentioned above to make decisions based on a 

desire to shorten the length of the decision making process, then individual are trading 

off potential utility in a dynamic context, clearly related to the overall body of work I 

am considering. This would be an incredibly tough area of research to attempt, but I 

would hope to design models that are sufficiently adaptable so it could be attempted at 

some point in the future. Starmer and Sugden concede this point too, whereby they 

struggle to find the juxtaposition effects as predicted by regret theory and cite framing 

effects as one potential explanation with their results adding “...to the growing body of 

evidence about the significance of framing effects.” (p.360)



Disappointment

A model related to that of regret aversion, which conceptually fits well with a 

dynamic framework is that of Disappointment Aversion. This model was developed in the 

mid 80's by both Loomes & Sugden (The Review of Economic Studies, 1986) and Bell 

(Operations Research, 1985) and was created to complement, not replace, the regret 

aversion models created just a few years prior. 

If we consider regret as the psychological emotion suffered from choosing the 

wrong action given the resolution of uncertainty, then disappointment is the 

psychological emotion that arises from, having chosen your action, the uncertainty not 

resolving in your favour. Mathematically, disappointment is a function of the difference 

between utility observed and the expected utility of your action. Similarly to regret, if 

we can anticipate this potential disappointment, we may be willing to trade off ex ante 

to avoid it. 

Using the same notation as the Loomes & Sugden (The Economic Journal, 1982) 

regret aversion model, presented above, we can similarly capture the disappointment 

term D(.). For every action, Ai, we can give the prior expectation of the action as the 

expected choiceless utility1 

ci = ∑
j=1

n

p jcij

where pj is simply the probability of state of the world j occurring. As before, we can 

define the expected modified utility of action Ai, but now using the disappointment 

function D(.) we get

E i=∑
j=1

n

p j [ cij + D cij−ci ]          (1)    (Loomes & Sugden, 1986)

with, as before, action Ai being srictly preferred to action Ak if, and only if, Ei > Ek. 

1 Loomes & Sugden (1986) now refer to the “choiceless utility” (1982) as “basic utility”, but I shall 
continue to use the previous terminology for continuity. 



Though the framework is similar to regret aversion (ie, maximisation of a 

modified expected utility function) the models are able to predict different violations of 

EUT. For example, basic regret theory struggles to explain experimental violations of 

Savage's famous “sure thing principle” but disappointment aversion can. Furthermore, 

the model doesn't violate the transitivity axiom of EUT whereas the regret models do. 

The model is open to the same extensions as regret aversion as mentioned above (status 

quo effect, framing effects), and hence should work complementary to regret aversion 

models. 

The potential for extension in a dynamic context is also present because, as noted 

by Loomes and Sugden, “...the total sum of disappointment and elation may be affected 

by the way in which uncertainty is resolved through time” (p.279). This 

acknowledgement of the importance of dynamic considerations to the model lends 

further weight to my proposed research area, and gives a potential starting point from 

which to develop. Would a person suffer disappointment if they made a decision at point 

T in time, only to have the realised value of their decision reduced by the present bias 

they suffered when making their decision? If so, could they anticipate this effect in any 

way? Would their ability to do this evolve over time? The answers to these questions will 

form part of my modelling process of the fundamental questions outlined at the 

beginning of this paper. 



Decision Mechanisms of Regret Theory

In order to generate a dynamic model that incorporates psychological 

considerations such as regret, we must try to understand the potential mechanisms, or 

thought processes, by which people will make dynamic decisions and consider examples 

of potential problems that a model such as regret theory might be able to shed light on. 

One such problem is the so called “money-pump argument”. The logic behind this 

supposed criticism of regret theory is that if we can generate preference cycles of the 

form “A is preferred to B is preferred to C is preferred to A” then an individual should be 

willing to pay a strictly positive amount of money to go from option C to option B, a 

similarly positive amount of money to go from B to A, and a third amount of money to go 

from A to C. This cycle should then repeat itself leading to the “money-pump argument” 

whereby a individual not subject to the cyclical preferences or broker could extract all 

money from the sufferer of cyclical preferences. The question is why, if cyclical 

preferences are commonly observed experimentally, do we not see the money-pump in 

real life?

Loomes and Sugden (1987) address this question specifically at the end of their 

axiomatic paper and hypothesise that a naïve individual will, after one such cycle, 

realise they are no longer making pairwise choices over A, B and C, but rather being 

asked for a strict preference from the set {A,B,C}. This then allows them to use their 

generalised regret theory to adapt the question to one of preferring A, and rejecting 

both B and C, preferring B, and rejecting both A and C, or preferring C, and rejecting 

both A and B. 

Though the final formulation of this problem is therefore much easier to resolve 

and hence not subject to the money-pump situation, it is the process of transition from 

the first scenario (pairwise) to the final one (3 choice set) that interests me more. 

Clearly there is an element of dynamic choice occurring here as the individual in 

question is choosing, experiencing, learning and adapting their decision making process 

to a more stable outcome. Even though Loomes and Sugden make note of the 

mechanism, they fail to explain, or offer a modelling modification for, how it might 

occur in terms of regret or other psychological emotions experienced, save for a brief 



note that 

Regret and rejoicing are ex post experiences; they occur not at the moment of choice 
but only after the relevant uncertainty has been resolved. At the moment of choice 
these experiences are merely anticipated. (p.285)

This note serves as an acknowledgement that there are dynamic issues at work 

with a repetitive problem such as this. Is the regret anticipated at time t=0 the same as 

experienced once the resolution of uncertainty has occurred? A model of quasi 

hyperbolic discounting would likely suggest otherwise. 

This distinction of how different elements of the decision are relevant at different 

points in time is explored further by Richard, van der Pligt and de Vries (Basic and 

Applied Social Psychology, 1996). The distinction they look to explore is the difference 

between the aspects of a decision that are used to evaluate its worth, and how a 

decision actually makes you feel. This distinction is not immediately obvious or clear, 

but upon further inspection and research in the psychological literature, it is a 

distinction that may have some merit with the notion of time dependent decision 

making I am seeking to explore. 

There work is based upon the assumption that there is a fundamental difference 

between how we evaluate an object or action and how that object will affect us or 

make us feel. They give some examples where this is particularly salient, namely in 

blood donation, where the evaluation is that donation is “good” but it actually makes us 

feel “bad”, and in this instance it is the feeling which drives decision making. Similarly 

in voter behaviour, election candidates are evaluated on the merit of their policies and 

their characteristics (honesty, morality, strength of character etc.), but voter behaviour 

is found to be driven by much more emotive considerations, such as “the way politicians 

made respondents feel in the past (e.g., happy, hopeful, angry, afraid)” (p.112).

Relating to the notion of regret and anticipated psychological considerations 

discussed previously, Richard et al. then split the notion of affective reactions into 

“general” and “anticipated”, where anticipated reactions are defined as those “feelings 

that they would have after performing the target behaviors.” (p.116), in essence 

capturing the same psychological effects as found in regret and disappointment theory. 

Unlike regret theory, however, they are not interested in situations of uncertainty, but 



rather situations of certainty, such as eating junk food, taking soft drugs, drinking 

alcohol and studying hard. 

The results of their experimental study were interesting considering my research 

area. They found “anticipated affective reactions ... differed substantially from both 

attitudes and general affective reactions” which “suggest(s) that attitudes differ from 

anticipated affective reactions mainly because of the different time perspective of the 

latter.” (p.124). Their conclusion is that decision making models can be improved by 

including these anticipated affective reactions because “different time perspectives can 

make different aspects of a behavior salient.” (p.127) 

Furthermore, a direct link to my concept of regret with dynamic decision making 

is explicitly mentioned in the work as they note “...people may like the idea of going 

out with friends, drinking alcohol, and having a good time, but may also realize that 

they will regret it early the next morning when having to get up for work." (p.114) This 

exact example is one I thought about in the initial stages of my research process, and it 

is reassuring to know that similar sentiments have been expressed by significantly more 

dignified researchers than myself. I hope to use this example as a recurring theme 

throughout my work and would look to incorporate it in any attempts as experimental 

validation. Overall this work provides a useful starting point for my research into 

dynamic decision making and I hope to expand and develop upon many of the concepts 

mentioned. 



Discounting, Time Consistency and Time Inconsistency

As mentioned earlier, alongside the regret aversion framework, I would like to 

further investigate the quasi-hyperbolic discounting framework, based on a belief that 

they could be modified to be mutually compatible and help explain and predict dynamic 

decision behaviour. It is worth, therefore, devoting some time to an explanation of how 

this model of discounting has arisen in the economic and psychology literature, why it is 

of interest in conjunction with regret aversion, and how I would like to progress the 

current research in the area.

An excellent review of this whole area of economics is presented by Frederick, 

Loewenstein and O'Donoghue (Journal of Economic Literature, 2002) where they give a 

historical overview of the so-called “discounted utility models”, pioneered by Samuelson 

in 1937. Samuelson first captured the idea of a “discount rate” to encompass all the 

various parameters that would be present in a process of intertemporal choice into one 

single variable, and his model caught on “...due largely to its simplicity ... and not as a 

result of empirical research demonstrating its validity” (Frederick, Loewenstein and 

O'Donoghue, 2002, p.352). It assumed, primarily and explicitly, that individual's 

intertemporal utility functions were of the form 

Ut(ct,....cT) = ∑
k=0

T−t

D kuctk     where  D(k) =  1
1


k

The key implication of this model, for my research, is the fact it gives rise to a 

constant rate of discounting between periods, which, in turn, implies “time consistency” 

of preferences. More formally, 

....a person's preferences are time-consistent if for any two consumption profiles  
(ct,...,cT) and (c't,...,c'T), with ct = c't,  Ut(ct,ct+1,...,CT) ≥ Ut(c't,c't+1,...,C'T) if and only if 
Ut+1(ct+1,...,cT) ≥ Ut+1(c't+1,...,c'T) (p.358)

The problem with this, however, is that empirical evidence points to the opposite 

conclusion of non-constant rates of time discounting, with rates most commonly falling 

over time. Hence there has been a movement recently towards models that have 

declining discount rates, such as hyperbolic and quasi-hyperbolic models. Though this 



work has been prevalent in the last fifteen years, it has roots which can be traced back 

to Strotz (The Review of Economic Studies, 1955) who described the “intertemporal 

tussle” as the problem whereby current optimising behaviour “...may be inconsistent 

with the optimising future behaviour of the individual” (p.180). Thought Strotz did not 

suggest a suitable model of time discounting to account for the problem, he did 

accurately characterise one of the potential solutions as “...a strategy of 

precommitment” (p.180), and this is something I shall refer to later in the presentation 

of examples where my research may be relevant. 

If we use the notation from the description of exponential discounting above, 

then the most commonly seen form of declining discount rates (or hyperbolic 

discounting) is given by the one period present discount function where

D(k) = 1  if k=0

βδk  if k>0

Using this function we have a one period “present” at t=0 with no discounting, 

followed by a drop in the discount rate (given by β) to period t=1, after which the 

discount rate remains constant and follows the exponential path. Though simplistic, this 

model captures a widely seen empirical trend whereby discount rates initially decline 

before levelling off at some unspecified point in the future. Here, the future is captured 

by everything but the first period. 

Again, despite the wide range of current research using this formulation, it was 

first used by Phelps and Pollak (The Review of Economic Studies, 1968) in a discussion 

surrounding classical Ramsey optimal growth theory and the role of, essentially, 

intergenerational discount rates. Since then, the formulation has been shown to explain 

theoretical economic concepts as illiquid assets (Laibson, The Quarterly Journal of 

Economics, 1997) and procrastination (O'Donoghue and Rabin, The Quarterly Journal of 

Economics, 1999). I am keen to read further in this area to find out if the formulation 

has been applied to areas of psychology and areas where issues of regret will be 

particularly salient, such as alcohol consumption and drug use. 

The key failing in the literature, however, is in the area that is of concern to me; 

namely the extension from a discrete model to a continuous time frame. There are two 



ways to approach this subject. Firstly, as a purely technical, mathematical exercise in 

reducing the time between subsequent periods in the discrete model to zero and 

characterising and analysing the equilibrium compared to the discrete case. This is the 

approach of Karp (Journal of Economic Theory, 2007), and, whist its results may be of 

use to me at some stage during my research process, it does not attempt to explain the 

changing economics and psychology when moving from a discrete to continuous time 

frame. 

The second approach, and the area of specific interest to me, is to delve into the 

psychological processes and economic constraints that characterise such a shift in time 

concepts. Consider the below example, which is based upon the example presented in 

my behavioural economics paper (Lovelady, 2007). If we consider two actions with 

payoff streams

 A : ( 3 , 6 , 2+2ε )

B : ( 1 , 2 , 10 ) 

which represent the payoffs in period 0, 1 and 2 respectively. This is clearly a discrete 

problem, and hence we can apply the above discount formulation to give 

Ut (ut, ut+1, ..... )  =  ut + 0.5 Σs>0 ut+s where  β=0.5 and δ=1

and hence we calculate the utilities at each of the time periods as 

 t=0 t=1 t=2

          U0(A) = 7 + ε U1(A) = 7 + ε U2(A) =  2 + 2ε

U0(B) = 7 U1(B) = 7 U2(B) = 10

showing A is preferred to B at t=0 and t=1, whereas B is preferred to A at t=2. 

The question I wish to pose is how are things altered if the utility is not received 

in an instantaneous lump at each time period, but rather distributed over the duration 

between time periods? Is this still considered a discrete problem? Conceptually we might 



now have moved to a world where, for example, an investment decision pays a dividend 

at the start of each year and this has to be consumed over the year itself. We have 

moved to a world where not only are you concerned about the result of your investment 

at the start of each year, but how it will affect you over the course of the year. This is a 

common economic problem, but the simple and technical distinction between a discrete 

and continuous problem given by Karp fails to suggest how we might go about solving 

such a scenario. Does it matter if we can only change the investment at discrete 

intervals (when the bank is open) or continuously (internet trading)? Furthermore, the 

big question is what do we consider to be the “present” for the purposes of 

implementing the model? Is this the time between investment decisions, or the time 

between the realisation of a dividend and full consumption? If we can't determine the 

“present” exactly, is the model doomed to failure?

As far as I am aware, there is no research which investigates the mix of discrete 

and continuous hyperbolic (or quasi-hyperbolic) processes as described above. The 

current research is operating at the extremes of perfectly continuous (Karp) and 

perfectly discrete (Laibson, O'Donoghue and Rabin) without economic thought as to 

whether they can adequately capture any real world scenarios. The level of ignorance is 

highlighted well by the following graph from Laibson (1997) which is showing the various 

discrete methods of discounting, mentioned above.

Laibson simply wishes to show, graphically, the various magnitudes of the discount 

functions under several parameters, and has “joined the dots” of the discrete values to 



produce the curve. However, it is precisely the process of how the dots are joined that, I 

contend, is of most economic significance and will determine how, and indeed if, such 

models can be used in a much broader context of scenarios than have been explored 

previously. 

Furthermore, returning to the example given above, if the individual is locked in 

to choosing A or B at time period zero, what is the psychological implication of getting 

to period 2 and wishing you had chosen the other option? Is this the same notion of 

regret that we have previously explored in the uncertain worlds of non-expected utility 

theory? 

The answers to the above questions are, I believe, crucial to a fuller 

understanding of the role which hyperbolic and quasi-hyperbolic models can play in 

describing basic economic concepts, previously explored using exponential discounting. 



First Thoughts on Creating the Model

If we take the Loomes & Sugden (The Economic Journal, 1982) model as a starting 

point, the first place to expand upon is the choiceless or basic utility parameter. The 

original framework gives the impression of an instantaneous payoff that results from 

choosing action Ai and state of the world j occurring, in this case cij. This is fine with 

gambling type examples where all the uncertainty resolves instantaneously, such as a 

lottery ticket where cij is a monetary value, but is misleading when considering examples 

that exhibit a path of utility. This can exist in a discrete or continuous sense as discussed 

above. 

Consider actions Ai and Ak which yield xir and xkr respectively should state of the 

world red occur and xib and xkb should state blue occur. This time, however, x is not 

simply an instantaneous payoff, but a path of utility at 3 time periods, t=0,1,2, giving, 

for example, xir
1, xir

2 and xir
3.2 Now, therefore, cir is a function of xir

1, xir
2 and xir

3. Hence 

the method we use to discount the future is crucial to the overall determinate of choice 

of action. The Loomes and Sugden (1982) model would suggest we choose Ai over Ak  if

∑
j=r, b

p j [ C(xij
1, xij

2, xij
3) – C(xkj

1, xkj
2, xkj

3) + R(C(xij
1, xij

2, xij
3) – C(xkj

1, xkj
2, xkj

3)) 

– R(C(xkj
1, xkj

2, xkj
3) – C(xij

1, xij
2, xij

3)) ] ≥ 0

This choice, however, will also happen at a specific moment in time. If we 

construct a decision period 0, which is when the decision will take place, prior to period 

1 and offers no utility for either action so that

u(xaj
0) = 0    for all a = i,k  and j = r,b

and use a classical exponential discounting model such that

Cτ(xij
t=0,1,2,3) = cij

τ = ∑
t=τ

3

t−τ  u(xij
t) 

2 For the sake of simplicity to begin with, this shall be a point distribution of utility at each time period 
(the pure discrete case) and I shall avoid a discussion of how things might change with a different 
distribution until further research has been done in that specific area. 



then I would expect (and I will aim to prove or disprove this over the course of the 

research), that the time consistency of the exponential discounting model will still filter 

through to the regret framework so that the decision taken at t=0 would be the same at 

t=1, when the first component of utility will be realised. In other words, even now 

accounting for potential regret of your decision, you will still be consistent in your 

preferences over time. Given the definition of time consistency from Frederick, 

Loewenstein and O'Donoghue (Journal of Economic Literature, 2002), as shown above, 

this will imply

∑
j=r, b

p j cij
0 – ckj

0 + R(cij
0 – ckj

0) – R(ckj
0 – cij

0)    ≥   0 

if, and only if,

∑
j=r, b

p j cij
1 – ckj

1 + R(cij
1 – ckj

1) – R(ckj
1 – cij

1)    ≥   0 

 Naturally, this definition will hold only until the 3 period process begins, when, 

should the uncertainty not resolve in your favour, you would be wishing you had taken 

the other option. The proof of the above proposition is, however, crucial to 

understanding the role psychological considerations might have on the time consistency 

of decision making processes. 

This interesting interplay will, I believe, be highlighted when we consider a quasi-

hyperbolic discounting model in place of an exponential one. It was mentioned by Strotz 

(1955) that only the exponential discounting will give time consistent preferences, as 

only the exponential function gives a constant rate of time discounting, but this was in 

the absence of any mention of psychological considerations. Is it certain that if we 

replace the exponential discounting function with a quasi-hyperbolic one such as 

Cτ(xij
t=0,1,2,3) = cij

τ = u(xij
τ) + ∑

tτ

3

t−τ  u(xij
t)

then we lose time consistency given the additional consideration of regret? Furthermore, 

is there any evidence that people might use different discounting functions for the 



evaluative component, cij, compared to the affective component, R(cij
 – ckj), as hinted at 

by Richard, van der Pligt and de Vries (1996), and what is the implication for consistency 

if they do? Additionally, if regret is only salient after the event has occurred, is there a 

time delay between the evaluative and affective components, and how does that enter 

the discount function?

As mentioned above, I have always considered the drinking alcohol example when 

considering how all these different considerations and variables can be brought together 

to analyse a real world situation. 

Using the language from above, xi
1, xi

2 and xi
3 represent the utility gained from 3 

distinct stages of the “night out” process. Firstly, there is the utility of driving 

somewhere for a drink versus walking or getting a bus. This acts as a commitment 

device, because if you drive, you then can't get drunk at the next stage of the process. 

Secondly there is the utility from getting drunk itself. Obviously, this is exceptionally 

high due to it being far more fun to get drunk and have a good night compared to going 

on a night out and staying sober. Furthermore, there is the potential to analyse peer 

pressure effects here where your utility might depend on the action chosen by everyone 

else. Finally, the third period is where you experience the hangover, and have the 

greatest potential for regret of your decision, and the action of not getting drunk has 

the highest payoff (the morning after the night before). Moreover, is the regret 

magnified if you can actually see the (smug) hangover-free face of the designated driver 

for the evening compared with generating a counterfactual for how good you might have 

felt had you not drunk? And finally, can you learn over time to conditional yourself not to 

drink excessively if you experience the regret again and again and again? Does this 

impact your discounting of a good night out versus a good night's sleep?

So what will the individual make his decision to drink or not drink upon? As 

mentioned above, it will depend on how the individual discounts the future (essentially 

the relative disutility of a hangover), whether the individual has a pre-commitment 

device or not (a car), potential peer pressure effects and a path for utility that has the 

potential to induce feelings of regret aversion (“I wish I hadn't drunk so much last 

night”). If you can anticipate that feeling (regret aversion), will you use the pre-

commitment device to prevent it happening?



The above thought experiment displays just one scenario in which the type of 

model I am proposing to create has economic applicability. It needs to be analysed, not 

simply in it's component parts, but as one integrated decision making process. Hopefully 

I have been able to demonstrate that with the current research in the area, there is 

little chance of understanding such decision making processes, and my work will attempt 

to provide an insight into how such choices might be made. 



Next Steps

As mentioned previously, my next steps have the long term goal of constructing a 

dynamic decision making framework which displays regret aversion and other 

psychological processes. The initial reading I have done, outlined above, suggests the 

best way to start this process is using pairwise choice decisions, with a time delay 

between making the decision and realisation of the outcome. It is probably easier to 

start with situations of uncertainty, but, ultimately, I would like to demonstrate that 

emotions such as regret can influence more certain decisions, such as the drinking 

alcohol and taking drugs cases given by Richard, van der Pligt and de Vries. How to 

model these cases is the ultimate challenge, and one I feel able to attempt given 

extended research in the area.

As mentioned previously, however, the presence of issues such as the status quo 

bias, omission bias, framing effects, event splitting effects and money-pump arguments 

require this to be a delicate process with consideration of all the potential psychological 

effects, not simply regret or disappointment. The basic framework, as presented by Bell 

and Loomes & Sugden, however, has been challenged and disputed by picking apart 

specific aspects of the model and suggesting that it fails to explain one, some, or all of 

the issues mentioned above. This desire to denunciate the model has been overly 

zealous and has drawn resources away from developing and integrating the model with 

other areas of decision theory, such as dynamic processes, and I hope my research can 

be a good first step on the way to correcting this. It is wrong to argue that the model 

fails because it cannot explain everything, but rather it succeeds because it can explain 

some things. I wish to continue this school of success by testing the applicability of the 

model in different scenarios and frameworks and generating answers to previously 

perplexing problems. This paper is intended to be the start of the process, and I aim to 

increase and enhance my understanding of the topic further before attempting such a 

challenging modelling process. 
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